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Monitoring the Event-Building Features of the ATLAS
RPCs ROD With an Embedded Microprocessor
A. Aloisio, L. Capasso, F. Cevenini, M. Della Pietra, and V. Izzo

Abstract—The readout data of ATLAS’ resistive plate chamber
muon spectrometer are collected by the front-end electronics and
transferred via optical fibers to the readout driver (ROD) boards
in the counting room. Each ROD arranges all the data fragments
of one sector of the spectrometer in a unique event. This is made by
the Event Builder logic, a cluster of finite state machines that parses
the fragments, checks their syntax, and builds an event containing
all the sector data. In this paper, we describe the Builder Monitor,
developed to analyze the Event Builder timing performance. It is
designed around a 32-bit soft-core microprocessor embedded in
the same field-programmable gate array hosting the Event Builder
logic. This approach makes it possible to track the algorithm execution. The monitor performs real-time and statistical analysis of
the state machine dynamics. The microprocessor is interfaced with
custom peripherals, which read out the state registers and fill histograms and transfer them via direct memory access to the processor memory. The Builder Monitor also measures the elapsed
time for each event and its length, and keeps track of status words
and errors.
We describe the hardware–software codesign of the Builder
Monitor and the role played by the custom peripherals.
Index Terms—Embedded processor, event building, real-time
monitoring.

I. INTRODUCTION
TLAS [1] is one of the four experiments built at the Large
Hadron Collider (LHC) at CERN, Geneva, Switzerland.
At the time of this writing, LHC was expected to start operations in September 2009, and ATLAS has been designed to find
evidence for Higgs boson and/or supersymmetric particles.
ATLAS is a general-purpose apparatus and is made of different subdetectors, which have a cylindrical symmetry along
the beam axis. The inner tracking detector is inside an axial
magnetic field of 2 T; the outer part of the detector is an electromagnetic calorimeter that uses liquid argon and an hadronic
calorimeter that uses scintillating tiles in the barrel region and
liquid argon in the endcaps region.
The ATLAS Muon Spectrometer [2] has been designed and
built to provide stand-alone trigger measurements and position
measurements of muons with transverse momenta up to 1 TeV/c

A

Manuscript received May 21, 2009; revised August 04, 2009. Current version
published April 14, 2010.
A. Aloisio, L. Capasso, and F. Cevenini are with the Dipartimento di Scienze
Fisiche, I.N.F.N. Sezione di Napoli, and Università di Napoli “Federico
II,” 80126 Napoli, Italy. (e-mail: aloisio@na.infn.it; lcapasso@na.infn.it;
cevenini@na.infn.it)
M. Della Pietra is with I.N.F.N. Sezione di Napoli and Centro Direzionale,
University of Napoli “Parthenope,” 80143 Napoli, Italy (e-mail: massimo.dellapietra@na.infn.it).
V. Izzo is with the Dipartimento di Scienze Fisiche, I.N.F.N. Sezione di
Napoli, 80126 Napoli, Italy (e-mail: izzo@na.infn.it).
Digital Object Identifier 10.1109/TNS.2009.2034319

Fig. 1. ATLAS Barrel Muon Spectrometer in the azimuthal plane, showing the
RPC trigger station.

with resolution from 3% at 10 GeV/c to 10% at 1 TeV/c. In
the barrel section, monitored drift tubes are used for precision
measurements and resistive plate chambers (RPCs) are used for
trigger and position measurements. The bending magnetic field
in the muon spectrometer is generated by an air-core toroid
made by eight coils.
The RPC subsystem provides the Level-1 trigger and the measurement of the muons’ position in the nonbending plane. RPC
chambers are arranged on three cylindric surfaces (Fig. 1), concentric with the beam axis, and have a 16-fold segmentation
in the azimuthal plane, according to the eightfold azimuthal
symmetry of the magnetic structure. The Muon Spectrometer
barrel region is divided into 32 physical sectors (16 within each
half-barrel).
II. THE ATLAS TRIGGER SYSTEM
The trigger system is a crucial element of the ATLAS detector. An average of about 23 proton–proton interactions per
25 ns is foreseen at a design luminosity of 10 cm s . The
trigger logic has to reduce the input event rate of 1 GHz to the
storage rate of 200 Hz or less. In order to do so, the ATLAS
trigger system [3], [4] has a three-level architecture. The firstlevel trigger (L1) is generated by the Level 1 central trigger
processor (CTP) on the basis of information received from the
muon trigger chambers and calorimeters. The L1 trigger provides an initial event rate reduction of about 10 , starting from
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Fig. 2. Scheme of (a) the VME crate that hosts the RPC ROD and (b) the central trigger processor.

the 40 MHz nominal bunch crossing rate of the LHC. The maximum rate of accepted events by the L1 trigger that can be handled by the ATLAS front-end systems is limited to 75 kHz, but
an upgrade to 100 kHz is considered for a later phase.
If an event is accepted by the Ll 1 CTP, a Level 1 Accepted
(L1A) signal is generated and broadcast to the detector electronics. During the time needed by the trigger processor to accept or reject an event (2.5 s), data are stored in pipeline memories on the front-end electronics. Upon the generation of the
L1A signal, readout channel data is transferred from the on-detector electronics to the off-detector electronics. Readout data
are received and packed in about 1600 data fragments by the
detector-specific RODs.
To correctly identify and associate the data fragments, two
unambiguous numbers are used: the Bunch Crossing Identifier
(BCID) and the Event Identifier (EVID). The BCID is related
to the bunch crossing that generated the collision and is incremented every LHC clock cycle; the EVID is a unique progressive number that is incremented every time an L1A pulse is generated by the trigger processor. These signals are managed by
counters on the front-end boards synchronously to the LHC’s
clock. The timing trigger and control system (TTC) [5] is responsible for the distribution of the L1A pulse and of the timing
signals used to build the EVID and the BCID.

Fig. 3. Photo of the RPC ROD board.

III. THE RPC DAQ SYSTEM
The trigger and readout system of the ATLAS spectrometer
RPCs has an on-detector and an off-detector section. On-detector electronics [6] executes a local trigger algorithm every 25
ns and sends relevant trigger information, across optical fiber,
to the trigger processor.
When an event is accepted by the CTP, the L1A signal enables
the on-detector first-in first-out (FIFO) data to be transmitted
to the off-detector electronics, over the same link used for the
transmission of the trigger information. Trigger and readout data
of each of the 32 sectors of the spectrometer are managed by an
ROD crate (Fig. 2).
The RX/SL boards [7] receive, via optical links, trigger and
readout data from the on-detector electronics. The trigger
information are processed by the RX/SL boards and are sent
to the Trigger Processor through the Muon Central Trigger
Processor Interface board ( CTPI) [8] using a custom 32-bit

Fig. 4. The dataflow of the ROD Event Builder Engine.

low-voltage differential signaling bus. The RX/SL boards also
arrange readout data in an event frame (RX Frame) and transmit
them to the adjacent ROD across a custom backplane, the
RODBus [9], via high-speed serial links.
The main task of the ROD is to perform a framing and a
syntax analysis and to check EVID coherence of the readout
data. Data are then transmitted across the optical link S-Link
[10] to the next acquisition levels, i.e., to the readout buffers
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Fig. 5. Bubble diagrams of the (a) Frame Maker and (b) FIFO reader.

(ROBs) contained in the readout system units (ROSs). Data are
temporarily stored in the ROS memories and provided on request to the following stages of the DAQ system.
IV. THE EVENT BUILDER ENGINE
The RPC ROD (Fig. 3), fully described in [11], has the form
factor of the VME 64X 6U board and is equipped with two
VIRTEX II XILINX FPGAs. The board also hosts an ARM7 microcontroller, TTCrq receiver, S-Link transmitter, and two deserializers (RX SerDes) that receive data via RODbus backplane
from the RX/SL boards.
The VME FPGA handles the communication with the VME
bus and hosts registers for the configuration and control of the
board. The ROD FPGA performs the Event Building algorithm
on data transmitted by the RX/SL boards.
The ROD board is the meeting point of asynchronous dataflows from different parts of the spectrometer. Data arriving at
the ROD board belong to different clock domains: it receives
the two 40 MHz clocks from the right and the left RX/SL boards
and the 40 MHz of the LHC machine from the TTCrq receiver;
it also uses a free running 80 MHz board clock. In order to let
all these clock domains coexist, internal FIFOs have been extensively used in the FPGAs; these FIFOs also serve for data
storage.
The dataflow of the Event Builder Engine is shown in Fig. 4.
EVID data from TTC are stored in the EVID FIFO. Input data
(coming from a specific RX/SL board) are stored in the corresponding FIFO (RX SerDes FIFO). Event Builder output data
are stored in the S-Link FIFO and then read out by the S-Link
transmitter and sent across the optical link to the ROS.
The Event Builder Engine is the core of the ROD board as
it performs the framing of the ATLAS readout data. In order

Fig. 6. ROD data fragment produced by the ROD FPGA Engine.

to guarantee real-time performance, it as been designed around
three finite state machines (FSMs), working cooperatively. The
Event Builder Engine is made of a master FSM called Frame
Maker that builds the ROD Muon Frame, and two identical
FSMs called FIFO reader that are used to read the RX frames
from the RX SerDes FIFO and to check the correctness of the
RX frame.
The three FSMs are coded in one-hot style [12], which
improves speed at cost of logic resources. After an optimization
procedure, performed by the VHDL synthesis tool, the FSMs
consist of around 100 states. For this reason, describing its
state-by-state behavior would be very lengthy and technical.
However, it is possible to define some “macrostates,” each corresponding to a high-end task that is performed by the cluster
of FSM. The bubble diagrams of the different FSM, in terms of
the corresponding macrostates, are shown in Fig. 5.
The data received by the RX/SL are formatted in frames (RX
Frame) that are made of an RX Header, a certain number of data
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Fig. 7. Simulation of the Event Builder Engine.

words (payload), and a Footer. The Header contains the EVID
and BCID of the event. The Footer contains a control code.
The ROD Muon Frame produced by the Engine complies with
the format specified by ATLAS [13]. The frame starts with an
ROD Header (belonging to a specific EVID value), includes as
a payload the frames coming from the RX/SL boards, and ends
with a Footer containing status and error flags as shown in Fig. 6.
Each ROD Muon Frame belongs to a specific EVID value, received from the TTCrq. For this reason, the Frame Maker starts
by checking the empty flag of the EVID FIFO and waits for an
EVID value to be processed.
When an EVID value is available from the EVID FIFO, the
Frame Maker starts writing a valid header in the output S-link
FIFO. The ROD Frame Header contains nine control words,
such as the Start of Frame, the board ID code, and information about the current EVID and BCID values. After writing the
Frame Header, the Event Builder Engine waits for data arriving
from the RX/SL boards. This is done by activating the two FIFO
readers that control the empty flag of each SerDes FIFO.
The received RX Frames are checked in order to find a
Header. If the RX Frame is correctly formatted and the embedded EVID and BCID values match with those from the
TTC, the frame is appended to the ROD Frame. The ROD
Event Builder does not control the payload of the RX frames:
it only checks the total length.
The ROD Frame is then closed by a Footer, written by the
Frame Maker. The ROD Frame Footer contains status words,
error flags, the total count of the words in the ROD Frame, and
the time needed to build the frame. Then, the Event Builder Engine restarts and waits for the next EVID value.
The status words of the ROD Frame Footer allow us to perform a simple yet very fast and effective diagnostics about the
ROD Frame. Timing information written in the ROD Frame
Footer allows us to execute a real-time analysis on the elapsed
time needed to build a frame.
In Fig. 7, a simulation of the Event Builder on a single ROD
Frame is shown.
After the Event Builder is switched on, an EVID is read from
the EVID FIFO, and the ROD Frame header is written in the
Output FIFO: the Frame Maker goes into the corresponding

Macrostate (S3). Then, the two FIFO readers are activated.
Eventually, the Frame Maker goes in the S4 macrostate and
writes the ROD Frame Footer.
V. THE MONITORING ENVIRONMENT
In our data-acquisition environment, a monitoring system is
fundamental to analyze the FSM’s behavior and keep trace of
state occupation.
Furthermore, in order to track and debug the algorithm, the
system must be able to process the data just acquired and to
display them locally or send them to a remote computer via
VME.
We adopted an hardware/software codesign approach, based
upon an embedded microprocessor, to whom different peripherals are connected. The microprocessor we used is a Xilinx MicroBlaze,1 and the development tools used to implement its environment and its application code (written in C language) are
Xilinx ISE,2 and EDK,3 respectively.
The MicroBlaze environment is located inside the same
FPGA housing as the Event Builder Engine and works in
parallel with it.
The most important requirement for the monitoring system is
the real-time performance. The Event Builder Engine is made up
of different FSMs that change state every clock cycle. In order
to keep track of every Event Builder state change, we designed a
hardware peripheral to perform the real-time monitoring of the
Event Builder engine and to interface it with the processor.
The MicroBlaze is then responsible for advanced data processing and presentation (i.e., bar charts or plots) on an ASCII
display. In order to transfer data via VME, a custom communication protocol (in which the processor acts as a slave) has been
developed.
To minimize latencies and delays, the execution flow of the
software is based on interrupts.
1http://www.xilinx.com/support/documentation/sw_manuals/mb_ref_guide.
pdf.
2http://www.xilinx.com/itp/xilinx9/books/manuals.pdf.
3http://www.xilinx.com/support/documentation/sw_manuals/edk91i_est_rm.pdf.
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Fig. 9. Block diagram of the Builder Monitor peripheral.

Fig. 8. Block diagram of the monitoring environment.

VI. THE HARDWARE ARCHITECTURE
Fig. 8 shows the block diagram of the Event Builder Engine
connected to the monitoring system.
The microprocessor is connected to all its peripherals via two
different busses: the local memory bus (LMB) and the on-chip
peripheral bus (OPB).
As the LMB is designed specifically for memories, the application code of the processor is stored into the LMB block of
RAM (BRAM) connected to it, in order to reduce the instruction fetch latencies and to avoid access interferences due to other
peripherals. In our architecture, all of these are connected to the
OPB.
To connect the ROD FPGA to the VME FPGA, the Communication Interface (CI) block has been designed. It manages
the communication protocol between the external logic with the
MicroBlaze system and the Event Builder Engine.
In the communication with the VME FPGA, the CI acts always as a slave. On the other hand, it is the master of the internal
communication with the Event Builder and Microblaze. The
processor exchanges data with the CI via two data buses (one
for input and one for output) and a bus of status signals, implemented by different general purpose input-output peripherals.
The CI starts every operation with the MicroBlaze by asserting the interrupt request signal EIRQ: the corresponding service routine reads from the input data bus the operative code
(OPCODE), which is a word codifying the system-level diagnostic/monitoring operation to be executed by the processor.
The interrupt routine also manages the status signals of the protocol. Such signals are read by the CI block and then sent to the
VME FPGA.
The Builder Monitor (BM) peripheral is a custom peripheral, designed to perform real-time monitoring of the Event

Builder’s FSMs. Since the Event Builder can be described by
17 macrostates, the peripheral contains a register file of 17
32-bit counters (one for each state). In this way, it is possible to
count how many clock cycles the Event Builder Engine spends
in each state. This profiling allows us to understand if there are
anomalous delays or pauses in any state. The block diagram of
the BM is shown in Fig. 9.
The bus BUILDER STATE contains the current state of the
Event Builder Engine. The busses EVENT LENGTH, EVENT
TIME, and ERROR FLAGS (labelled as Data in Fig. 9) are
stored into three internal data registers and contain information
about the event: length (in number of words), elapsed time (in
clock cycles), and number of errors occurred.
The signal BUILDING IS ON is asserted and deasserted by
the Event Builder Engine, respectively, at the start and at the
end of an event-building process. When this signal is active, the
counting management logic enables the monitoring of the Event
Builder’s states. On its deassertion, the three data registers are
stored.
The BM can work in two modes: one time and logging. When
the one time mode is set, the peripheral monitors only the next
event being built; when the logging mode is selected, the events
are monitored continuously: the counters are not reset after each
event, providing an integral analysis of the FSMs. The monitoring proceeds until the overflow of one of the 17 counters.
Every time a monitoring process ends (in both the working
modes), the interrupt management logic asserts an interrupt
signal request called BM IRQ. The handler routine starts a data
transfer operation in order to push into memory all the data just
acquired by the monitor.
Data transfer operations between the BM and memory are
optimized by using a DMA controller. This is an OPB peripheral (called DMA Ctrl in Fig. 8) able to move data to a memory
located on the same bus, without the intervention of the processor. In our case, such memory is called OPB BRAM. The
peak transfer rate is up to one word (32 bits) every two clock cycles. The DMA controller reduces data transfer latency on the
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Fig. 10. Flowchart of the application code.

OPB by a factor of four for each 32-bit word, with respect to
software driven cycles.
The two interrupt sources of our environment—EIRQ and
BM IRQ—are managed by an interrupt controller peripheral
(IRPT Ctrl). This device assigns them priorities and service
routines and makes the processor jump to the assigned routine
when the corresponding interrupt request is asserted. Should
the two interrupt request signals be asserted simultaneously, the
controller would register both, serving at first the one with the
highest priority (EIRQ) and eventually the latter.
A universal asynchronous receiver and transmitter (UART)
device is used to print on a terminal the results of the processor
operations.
VII. THE SOFTWARE ARCHITECTURE
The OPCODE set includes commands relative to data acquisition and processing: if required, the MicroBlaze can also
plot bar charts of the 17 BM internal counters and trends of the
EVENT LENGTH, EVENT TIME, and ERROR FLAGS versus
the number of events monitored.
A simplified flowchart of the code is shown in Fig. 10. The
application code is made up of a main routine and two interrupt service routines, belonging to the external interrupt request
(EIRQ ROUTINE) and to the BM interrupt request (BM IRQ
ROUTINE). The main routine is also responsible for the DMA
data transfers and instruction executions.
Besides the initialization procedures, the main routine tests
the flags OPCODE FLAG and BM IRQ FLAG, respectively, set
by the EIRQ and BM IRQ ROUTINES.
When the OPCODE FLAG is set, MicroBlaze executes the
last instruction received. If the BM IRQ FLAG is set, the processor initializes a DMA data transfer from the BM peripheral to
the OPB BRAM memory. At the end of the instruction’s execution or DMA data transfer, a report via UART could be printed

on a terminal, and then the application code returns to the polling
of the flags.
The EIRQ ROUTINE is accessed every time the EIRQ signal
is triggered by the CI. To avoid serving other interrupts while
the one just received is still in elaboration, the EIRQ routine
firstly disables interrupt requests. Then the OPCODE flag and
the communication status bus are set, and finally the interrupt
requests are reenabled.
The BM IRQ ROUTINE is triggered by the BM interrupt request. As for the EIRQ, this routine first disables interrupts, then
sets the BM IRQ flag and, before exiting, restores the interrupt
requests.
In Fig. 11, a simulation of an Event Builder monitoring session is shown. In the section labelled State monitor, several internal signals of the BM peripheral are listed. With the text
SAVED DATA REGISTER, we labelled the 17 Event Builder
State registers and the four data registers. BUILDING IS ON
is the signal that indicates when the Event Builder Engine is
working and the signal INTERRUPT is the interrupt request
generated by the BM device.
The section labelled DMA controller lists some signals of the
DMA Ctrl peripheral: the address and data buses (ADDR BUS
and DATA BUS), the Status register, and the Length register
(STATUS REG and LENGTH REG). The Status register
contains information about the DMA operation in progress
(errors occurred, etc.). The Length register contains the number
of words not transferred yet: for every word transferred, this
register is decremented until it reaches zero (end of the DMA
operation).
At the end of a building process, the BM generates an interrupt request to the MicroBlaze by providing a pulse on the
INTERRUPT signal. The jump into the interrupt routine is indicated by Cursor 2, while Cursor 3 corresponds to its end: the
time of such routine is 382.6 ns (about 30 clock cycles). The
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Fig. 11. Simulation of an Event Builder monitoring session.

Fig. 12. Bar chart of a Event Builder States’ profiling.

time of DMA communication is 1.925 s (delta-time between
Cursor 4 and Cursor 1).
To evaluate the DMA transfer speedup, we also simulated 17
software accesses to the internal counters of the BM device.
The simulation showed that the software-driven transfers are
two times slower than those managed by the DMA Ctrl device.
VIII. TEST RESULTS
To test the BM performance and reliability, we synthesized
a benchmark of events, studied to cover as many Event Builder

states as possible. The benchmark also forces accesses to infrequent states of the FSMs and checks the BM response to Event
Builder possible timing errors.
We validated the benchmark of events by performing a simulation of the BM’s behavior. Then we run the BM through the
same events in order to compare its results with the simulated
ones. In each test session, the BM always gave the same results
seen in the simulation.
In Fig. 12, an ASCII terminal screenshot shows the bar chart
of the Event Builder States’ profiling for the first event processed
by the Engine.
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Fig. 13. Plot of the EVENT LENGTH data register versus Event number.

Fig. 14. Plot of the EVENT TIME data register versus Event number.

At the top, the EVENT TIME (in clock cycles) and the
EVENT LENGTH (in number of words) are written. The bar
chart is divided in three sections, one for each FSM of the Event
Builder. On the -axis, the states of the three FSMs of the Event
Builder Engine are reported, while the -axis indicates the
clock cycles spent by the machines in each state. At the right
side of the bar chart, the L1A and the BCID of the monitored
event are written.
In Figs. 13 and 14, the EVENT LENGTH (in number of
words) and the EVENT TIME (in nanoseconds) data registers
are plotted versus the Event number, respectively. The first point

(Event number 1) of both plots corresponds to the Event data
shown in Fig. 12.
The bar chart allows us to find anomalous behavior of the
Event Builder. If the FSMs dwell on some states rather than
others, we are able to understand where the error source is and
eventually fix it. It also permits us easily to see unbalanced data
flow or uneven loading of the DAQ system.
We can also check the correlation between event lengths
and event-building elapsed times. A nonlinear relation between
them could be due to a delayed arrival time of data from the
detector.
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We used the BM feature of the ROD board in some runs in the
commissioning phase of the ATLAS experiment with cosmic
rays. In this phase, depending on the configuration of each run
of data taking, the event rate of the Event Builder spanned the
range from a few hertz up to more than 100 KHz, the design
L1A rate for ATLAS.
During the commissioning with cosmic rays, each ATLAS
event was nearly always completely built before the arrival of
the next one, and the FIFO-based pipelined architecture of the
Event Builder was not intensively used. The BM allowed us to
evaluate the Event Builder performance when working at the
worst case L1A rate of 100 KHz. The time needed to cast header
and footer in the ROD Muon Frame is less than the 3% of the
average time available between two triggers. On average, the
building of the frame core takes 30% of the time between two
consecutive triggers, such that the logic is IDLE for nearly 70%
of the time.
Using the bar-chart tool, we also were able to identify some
noisy RPC readout channels. Moreover, we were able to identify
asymmetries in the arrival time of data and to finely tune the
timeout thresholds of the system.
IX. CONCLUSION
A Monitoring System has been developed to analyze the
timing performance of the Event Builder Engine of the ROD
board of the RPC ATLAS muon spectrometer.
The Monitoring System is designed around a 32-bit soft-core
microprocessor embedded in the same FPGA hosting the Event
Builder logic.
It is a fundamental element of the ROD board, as it allows
us to perform real-time and statistical analysis on each ROD
Frame produced by the Event Builder. This has proven to be a
very useful tool, as it made it possible to find evidence for frame
errors or for unbalanced channels in the acquisition system and
to optimize the algorithm.
In particular, the hardware/software codesign allows us to analyze the FSMs in real time, reaching performance impossible to
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obtain by using a software-based approach. On the other hand,
the MicroBlaze elaborates the acquired data and, if required,
makes statistical analysis in order to better understand the Event
Builder Engine behavior.
The Event Builder Monitoring System has been successfully
used in the commissioning phase of the ATLAS experiment.
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